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Removing the influence of illumination on image colors and adjusting the brightness across the scene are
important image enhancement problems. This is achieved by applying adequate color constancy and brightness
adjustment methods. One of the earliest models to deal with both of these problems was the Retinex theory. Some
of the Retinex implementations tend to give high-quality results by performing local operations, but they are
computationally relatively slow. One of the recent Retinex implementations is light random sprays Retinex
(LRSR). In this paper, a new method is proposed for brightness adjustment and color correction that overcomes
the main disadvantages of LRSR. There are three main contributions of this paper. First, a concept of memory
sprays is proposed to reduce the number of LRSR’s per-pixel operations to a constant regardless of the parameter
values, thereby enabling a fast Retinex-based local image enhancement. Second, an effective remapping of image
intensities is proposed that results in significantly higher quality. Third, the problem of LRSR’s halo effect is
significantly reduced by using an alternative illumination processing method. The proposed method enables
a fast Retinex-based image enhancement by processing Retinex paths in a constant number of steps regardless
of the path size. Due to the halo effect removal and remapping of the resulting intensities, the method outperforms many of the well-known image enhancement methods in terms of resulting image quality. The results
are presented and discussed. It is shown that the proposed method outperforms most of the tested methods
in terms of image brightness adjustment, color correction, and computational speed. © 2015 Optical Society
of America
OCIS codes: (100.2980) Image enhancement; (150.2950) Illumination; (330.1690) Color.
http://dx.doi.org/10.1364/JOSAA.32.002136

1. INTRODUCTION
Some of the interesting abilities of the human visual system
(HVS) are the determination of object colors regardless of
the illumination conditions and the perception of object brightness regardless of the varying amounts of light cast upon it.
These abilities are called color constancy and brightness or
lightness constancy, respectively [1]. Both brightness and color
constancy are part of many image enhancement methods. Very
often it is required that these methods produce results of
sufficient quality so that other image processing or computer
vision tasks can perform well [2]. Color constancy is important
for faithful color rendering and brightness adjustment can
greatly help in detail enhancement. After such enhancement,
an image can look more natural and visually appealing. For this
reason, various approaches to these tasks have been proposed.
1084-7529/15/112136-12$15/0$15.00 © 2015 Optical Society of America

Histogram equalization is one of the simplest techniques
that may be applied for brightness adjustment. It is very fast
and simple, but it produces poor results for scenes with nonuniform illumination. Several modifications have been proposed [3–5], including performing histogram equalization
locally [6] and introducing contrast limitation [7,8].
Preservation of image naturalness is an approach that tries to
restrain over-enhancement by adopting a set of rules that define
image naturalness and then abiding by them. Numerous such
methods with various rules have been proposed [9–13], giving
results of different qualities. Additionally, such methods may be
computationally slow as is the case with [11].
One of the first models to deal with both brightness adjustment and achieving color constancy was described by the
Retinex theory, which models human lightness and color
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perception [14–16]. It was proposed by Edwin H. Land based
on his experience gained through many experiments performed
by him and his associates. The Retinex theory assumes that
HVS processes the low, middle, and high frequencies of the
visible electromagnetic spectrum independently. The superposition of the three individually produced lightness values
should then result in the HVS’s color perception. Since the first
experiments with Mondrian papers suggested a correlation
between color appearance and scaled integrated reflectance,
it was assumed that Retinex decomposes lightness to reflectance
and illumination [15]. However, new experiments have proven
that this correlation holds only for flat objects under uniform
illumination, while it fails for 3D objects or nonuniform
illumination [17].
To describe the observed behavior of the human visual
system for recalculating the lightness of three separate color
channels, Land devised the following equations:
P i;j
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where i is a chosen pixel, Li is its lightness, and N is the
number of paths that are randomly generated and pass through
pixel i. The structure of the used paths controls the locality of
Retinex processing and several approaches have been proposed.
Examples include spiral paths [18], double spiral paths [19],
and approximated Brownian paths [20]. Retinex implementations that use such a path-wise approach have several problems:
strong dependency on path geometry, high computation cost,
and sampling noise. After a thorough mathematical analysis of
the Retinex theory in [21], it has been shown that Li can be
without any significant differences calculated by simplifying
Eq. (1) as
Li 

N
1X
Ii
;
N k1 I x H k 

(4)

where x H k is the index of the pixel with the highest intensity in
the kth path. This significant breakthrough has led to the development of the random sprays Retinex (RSR) [22]. First, by
using Eq. (4) the model was simplified and it was proven that
the new pixel intensities can be calculated faster. The next step
toward RSR in [22] was to notice three reasons for which paths
should be replaced with something else: they are redundant,
their ordering is completely unimportant, and they have inadequate topological dimension. This justified using other 2D
objects to represent the pixel neighborhood for calculating
the new pixel intensity. Finally, the parametrized random sprays
were chosen as 2D objects replacing the previously used random paths.
Beside path-wise Retinex implementations, other approaches
to Retinex have also been proposed. The center/surround
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approach for calculating the pixel lightness was proposed by
Land in [23]. There the lightness is calculated as the ratio between the initial lightness and the weighted average of the pixel’s
surround, which significantly differs from the previously described approach by having more in common with the grayworld [24] algorithm. Inspired by this, in [25] the multiscale
Retinex was proposed where the pixel lightness is calculated
as a combination of different such ratios with each ratio using
the averaged mean of a surround of different size. This is achieved
by means of convolution in the logarithmic domain and using
kernels of different sizes. Additionally, a color restoration scheme
is applied to lessen the possible gray-world violations.
Instead, by using paths like in Eq. (1), multilevel Retinex
algorithms [18,26] find a pixel’s neighbors in a fixed way.
The image is repeatedly subsampled, at each subsampling level
the pixel lightnesses are recalculated, and then averaged with the
results obtained on the higher level to give the final result for the
current level. Since pixels on higher levels of subsampling account for an exponentially higher number of actual image pixels,
by averaging the results between subsampling levels it is assured
that every initial image pixel uses a weighted combination of all
other image pixels for its final lightness recalculation.
Beyond the mentioned Retinex implementations, many
others have been proposed, e.g., [27–33], and for some of them
it was shown that they are well suited for tasks like color constancy, dynamic range compression, brightness adjustment, etc.
Some other algorithms have a different computational model,
but together with Retinex share a common approach to image
enhancement, e.g., automatic color equalization [34–36] or σRACE [37]. To what degree any of these algorithms imitates
the HVS depends on its implementation and characteristics.
The focus of this paper is on the path-wise Retinex. One of
its recent implementations that was shown to have higher speed
and other certain advantages over some other well-known
Retinex implementations is light random sprays Retinex
(LRSR) [38]. By performing local color correction and brightness adjustment, it produces high-quality results and it can be
easily modified to a successful tone mapping operator [39]. But
like many Retinex implementations, LRSR is not fast enough
to be used for real-time applications because its complexity depends on its parameter values. Additionally, it is also prone to
halo effects [39]. In this paper, a novel method based on LRSR
is proposed, which aims to enhance its strengths and eliminate
its main weaknesses. The proposed method is named smart
light random memory sprays Retinex. It has an OM  complexity, where M is the number of image pixels, thus enabling
a fast Retinex-based image enhancement, and it is shown to
outperform some well-known image enhancement methods
in terms of chosen image quality measures. Some proposed
improvements are applicable to other similar methods.
The paper is structured as follows. In Section 2, the LRSR
method is explained. In Section 3, the proposed method is described. In Section 4, it is tested and the results are presented
and discussed. Section 5 concludes the paper.
2. LIGHT RANDOM SPRAYS RETINEX
Light random sprays Retinex method is a path-wise Retinex
implementation and an improvement and extension of the
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Fig. 1. Examples of the LRSR application for different values of n: (a) original images from [42], (b) n  1, (c) n  16, and (d) n  250.

RSR algorithm. This makes it an MI-Retinex [40], which
means that a pixel channel final value is calculated as the ratio
between the pixel channel initial value and the maximum value
in the path, i.e., in the spray in case of LRSR. If i is the chosen
pixel, c is a pixel channel, I c is the original pixel intensity for
channel c, x H i is the index of the pixel with the highest intensity
for channel c in the used spray around i of size n, k 1 and k2 are
averaging kernels, and O is the final result, then LRSR is
described as
C c i  I c x H i ;
00
i 
C c;k
1

I c  k1 i
;
C c  k1 i

00
C c;k1 ;k2 i  C c;k
 k2 i;
1

Oc i 

I c i
:
C c;k1 ;k2 i

the maximum intensity among n pixels has to be found.
LRSR has therefore OnM  complexity. According to [38],
the default value for n is 250 and the sizes of both k1 and
k2 were set to be 25 × 25. Like in [22], the value of n was
set to a minimal value whose increase results in no noticeable
difference in the final image. This can be interpreted as choosing settings for which LRSR performs in a stable way in terms
of color correction and brightness adjustment. Figure 1 shows
some examples of the LRSR application.

(5)
3. PROPOSED METHOD
(6)

(7)

(8)

If i x ; i y  are the coordinates of i, then for each pixel j of the
spray its coordinates are calculated as

jx  i x  ρ cosθ;
9
jy  i y  ρ sinθ;
where ρ ∼ U 0; R, θ ∼ U 0; 2π, and R is the image diagonal
length.
In Eqs. (6) and (7) the operator  represents convolution
and both k 1 and k2 are averaging kernels so that both these
convolutions can be performed in OM  complexity [41] with
M being the number of image pixels. The computationally
most demanding part is in Eq. (5), where the pixel x H with

Even though LRSR was shown to give results of relatively high
quality, it has several drawbacks. In this section, the most
important weaknesses of LRSR are identified, analyzed, and
resolved. The most critical part of LRSR in terms of computational cost is the processing of pixels in the random sprays
around every image pixel, which is important for the locality
of LRSR. To solve this, memory sprays are introduced and they
effectively eliminate the role of the spray size in computational
cost as presented in Subsection 3.A. In some cases, LRSR also
causes the loss of highlight detail in bright image regions. This
is solved by introducing a regularization in the form of pixel
intensity remapping, which imposes some restrictions on
brightness increase to keep the bright pixels from loss of highlight detail as presented in Subsection 3.B. Finally, the halo
effect is removed by using a filtering method different from
the one in LRSR, as presented in Subsection 3.C. When these
three improvements are put together, they form a new method,
whose outline is given in Algorithm 1.
A. Memory Sprays

By calculating the values of Eq. (7) for only every cth pixel
in every rth row, where r and c are parameters, and by
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approximating the rest of the values by means of interpolation
as proposed in the original paper, a significant speedup can be
achieved. However, using interpolation also results in a drop in
the resulting image quality, which opens the need for another
quality-preserving way of a speedup. To determine this, the
usage and meaning of the used sprays should be analyzed.
When the pixel channel intensity is recalculated as described
in Eq. (5), both RSR and LRSR use new random sprays for
every pixel. A spray is used to represent the local area and
to implement the idea of HVS’s locality of color perception.
After processing a pixel with the intensity information obtained
from a random spray, this information is fully disregarded later
when processing the pixel neighbor, i.e., an entirely new spray is
created. However, since the two neighbor pixels share almost
the same local area, it would be reasonable to expect for the
information extracted from the sprays around the first and
the second pixel to be similar. That means that for two neighbor pixels similar sprays may be used; e.g., the second spray
could reuse some of the intensities of the first spray, thereby
avoiding construction from scratch. In this way the computational cost might be reduced to some degree, which would
result in a speedup.
As described in Eq. (5) for the pixel processing the only
important information gained from the intensities chosen by
the spray is their maximum value. If the spray is constructed
by reusing some of the intensities of the previously used spray
and by taking some new intensities from the local area, the only
thing to calculate is the maximum intensity from the merger of
these two intensity groups. Since a spray constructed in such a
way memorizes some of the intensities from the previously used
spray, a suitable name for it would be memory spray.
Based on this consideration of reusing the previous intensities, an efficient implementation of the memory spray is proposed. In this implementation, the first spray for the first pixel
is created in the same way as in the RSR and LRSR implementations and all the spray pixel intensities are stored. When the
second pixel is about to be processed, the previous spray is used
again but with some modifications. First, a new pixel intensity
is selected from the current local area by applying Eq. (9) and
added to the spray. After that the oldest intensity in the spray,
i.e., the one added before all others, is removed. At the end, the
new maximum of the spray intensities is calculated. By repeating this procedure for every next pixel the spray is always being
slowly refreshed with the new data from the current local area
and at the same time the oldest data is being removed from it.
The three operations of inserting an intensity, removing it,
and calculating the maximum of all inserted intensities have to
be performed as fast as possible. As the intensities are manipulated in a first-in, first-out way, a structure-like queue is
required but with an additional ability to calculate the maximum of containing intensities in a fast way. One of the data
structures with these properties is the Cartesian tree [43]: a
heap-ordered binary tree for which an in-order traversal gives
the original sequence used to construct it. A Cartesian tree for
a sequence of numbers is shown in Fig. 2. The complexity of
both removing an intensity and calculating the maximum of
intensities is O1, while the complexity of adding a new
intensity is amortized O1.
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Fig. 2. Cartesian tree for a given sequence of numbers.

The complexity of LRSR is OnM . By switching from previously used sprays to memory sprays, in terms of complexity
the parameter n is only relevant for the creation of the first
spray. This results in OM  n overall complexity, which is
a significant improvement. Since in most cases M is larger
than n by several orders of magnitude, the complexity can
be simplified to OM . The modified version of LRSR that
uses memory sprays was named light random memory sprays
Retinex (LRMSR).
Unlike in regular random sprays where the maximum intensity of the current spray is discarded after the pixel intensity is
recalculated, in memory sprays the maximum intensity can be
used as much as n times for recalculation of pixel intensities if it
is great enough to be always at the root of the Cartesian tree.
Such preservation of intensities leads to different brightness for
results obtained by applying LRSR and the values obtained by
applying LRMSR for the same n as shown in Fig. 3.
Algorithm 1 Smart Light Random Memory Sprays Retinex
1. I  GetI mage
2. S  CreateInitial M emorySprayI 
3. for all pixel i in I do
4.
for all channel c in fR; G; Bg do
5.
υ  ChooseRand omN eighborI ntensityI c ; i
6.
S:Pop
7.
S:Pushυ
8.
C c i  S:M ax
9. for all pixel i in I do
10. for all channel c in fR; G; Bg do
I c k1 i
00
i  C
11.
C c;k
1
c k 1 i
12. for all pixel i in I do
13.
for all channel c in fR; G; Bg do
0 0  k i
14.
C c;k1 ;k2 i  C c;k
2
1
I c i
15.
Oc i  C  i L
16.
17.
18.

c;k 1 ;k 2

Y i  0.299I R i  0.587I G i  0.114I B i
Y o  0.299O
 R i  0.587OG i  0.114OB i
f i 

Y i i a
L

i Y i i Y o i
 YY oi i
−
La
a−1

19. for all pixel i in I do
20.
for all channel c in fR; G; Bg do
21
if colorAndBrightness then
 i
Oc i
22.
R c i  fY o i
23.
else if justBrightness then
24.
R c i  f  iI c i
25. SetOutputImageR
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Fig. 3. Difference between using regular random sprays and random memory sprays for n  5: (a) original image from [42],
(b) LRSR result, and (c) LRMSR result.
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Retinex and it was also not directly motivated by some of
HVS’s mechanisms. It was merely devised as a perceptually
inspired regularization that aims to prevent over-enhancement.
A regularization similar to Eq. (11) but significantly different in
the calculation of its equivalent of λi has been proposed in
[37], which shows that this is not an uncommon but rather
a useful practice.
Value of Y r i can be described as an adjusted value of
Y i i:
Y r i  f iY i i;

B. Intensity Remapping

As seen in Fig. 1, LRSR’s default value for n  250 has only a
slight effect on image brightness and colors. For smaller values
of n color correction is stronger and brightness is adjusted more
appropriately. However, for some images this simultaneously
results in loss of highlight detail in already bright regions.
That means that in the current LRSR and LRMSR algorithm
framework the same value of n is not appropriate for all kinds of
image regions. A solution would be to introduce a remapping of
the new pixel intensity obtained by LRSR or LRMSR mapping.
This remapping should assure that the pixels that were already
bright before LRSR or LMSR mapping do not further increase
their brightness significantly. It should also be less restrictive
about the intensity increase of the initially darker pixels.
Pixel brightness is very often represented by its grayscale value
for which the Y channel of the Y U V colorspace is mostly
used [44]:
Y i  0.299I R i  0.587I G i  0.114I B i;

(10)

where I R i, I G i, and I B i are the intensities of the red,
green, and blue channels in the RGB colorspace, respectively.
Luminance channels of the H SV , H SL, and Lab colorspaces
or a parametrized luminance channel [45] may be used as well.
What follows is a proposed pixel intensity remapping. Let
Y i i be the initial brightness of pixel i, Y o i its brightness
after LRSR processing, and Y r i its brightness after performing intensity remapping. The value of Y r i should be between
Y i i and Y o i, i.e., Y r i ∈ Y i i; Y o i. Therefore, the calculation of Y r i can be modeled as a convex combination of
Y i i and Y o i:
Y r i  λiY i i  1 − λiY o i;

(11)

where λi ∈ 0; 1. For brighter pixels λi should be closer to
1 in order to reduce the influence of Y o i and avoid the loss of
highlight detail, while for darker ones it should be closer to 0 to
give the pixel the possibility to become brighter. For images
with 8 bits per channel the maximum channel value is
255. If this maximum value is generalized to D, then the following λi abides by the mentioned guidelines for intensity
remapping:


Y i i a
;
(12)
λi 
D
where a is the intensity remapping adjustment parameter. For
smaller values of Y i i, the value of λi will tend to 0 and vice
versa. The parameter a additionally controls such tendencies.
Before continuing further, it is important to mention that
the described intensity remapping is not present in a standard

(13)

where f i is the increase factor, which is calculated as


Y i i a Y o i Y i ia−1 Y o i
−

:
(14)
f i 
D
Y i i
Da
Since small changes in Y i i or Y o i can cause great changes in
f i and consequently Y r i, a filtering is applied to f i to
smooth any significant differences between neighbor pixels:
f  i  f  k3 i;

(15)

where k 3 is an averaging kernel. It was determined empirically
that a kernel no greater than 5 × 5 is enough to perform the
desired smoothing and therefore the size of k3 was fixed as
5 × 5. The new factor results in new output brightness as well:
Oc0 i 

f  i
O i:
Y o i c

(16)

This can be seen as revoking the brightness increase originally
obtained by LRSR and replacing it with the one obtained
through proposed intensity remapping. If only brightness adjustment without color correction is needed, the output is
Oc0 0 i  f  iI c i:

(17)

Figure 4 shows the difference between the application of
f i and f  i. The most important difference is that in contrast to f i, with f  i small details are preserved. Figure 5
shows the difference between using Oc0 i and Oc0 0 i for the
final output.
It must be clearly stressed that Oc0 0 i unlike Oc0 i does not
treat each channel independently since it introduces interchannel correlation. This is important because channel independence
is one of the main Retinex characteristics, which means that only
using Oc0 0 i represents a true Retinex implementation.
C. Guided Image Filtering

LRSR is prone to the halo effect on the boundaries of the bright
and dark regions due to the filtering used in Eqs. (6) and (7). In
[39] the halo effect was reduced by using intensity powers, but
this introduced additional parameter tuning and a need for high
floating point precision. A more effective way to prevent filtering to cause the halo effect is to replace the simple average filtering with guided image filtering (GIF) [46,47], which is
currently one of the fastest edge-preserving filters. To prevent
the halo effect on the boundaries of dark and bright regions, the
grayscale version of the image should be used to guide GIF.
Since GIF has OM  complexity, it does not affect the complexity of the proposed method if it is used instead of average
filtering. Figure 6 shows the difference between images obtained by using the proposed method with average filtering
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Fig. 4. Difference between the application of f i and f  i: (a) original image from [42], (b) application of f i, and (c) application of f  i for
n  4 and a  0.55. Notice the difference in sharpness between (b) and (c).

Fig. 5. Different processing goals: (a) original image from [42], (b) brightness adjustment and color correction by applying Oc0 i, and (c) only
brightness adjustment by applying Oc0 0 i. Both (b) and (c) were performed for n  4 and a  0.55.

4. EXPERIMENTAL RESULTS
A. Comparison of Regular and Memory Sprays

Fig. 6. Halo effect: (a) original image from [42], (b) application of
average filtering, and (c) application of guided image filtering for n 
4 and a  0.55. Notice the halo effect in (b) and how it is virtually
removed in (c).

and GIF. When there are no sharp boundaries between bright
and dark regions, however, the faster average filtering performs
as well as GIF.
Since the proposed method uses the newly proposed
memory sprays to increase its speed and a sophisticated way
to deal with high intensities and halo effect, it was named smart
light random memory sprays Retinex (SLRMSR). Two parameters control the behavior of SLRMSR: the size of memory
spray n and the intensity remapping adjustment a. Figure 7
shows how both n and a have a significant impact on the
brightness adjustment. Algorithm 1 gives the pseudocode of
SLRMSR.

The primary benefit of using random memory sprays instead of
regular random sprays is a reduced computational cost. The
question is whether in terms of final results appearance memory
sprays can perform in the same way as regular sprays or is their
changed maximum calculation a reason for a different behavior.
To check this, a test was performed on images from the
ColorChecker image dataset [42], which contains 568 8-bit
sRGB images, most of which have the size 874 × 583.
First, for each n ∈ f1; 2; …; 500g both LRSR and LRMSR
were performed on all ColorChecker images. After that the similarity between results obtained by performing LRSR with n 
n1 and LRMSR with n  n2 was calculated for each pair
n1 ; n2 , where n1 , n2 ∈ f1; 2; …; 100g. For a given n1 and
n2 the similarity was obtained by calculating the mean
CIELab ΔE ab approximated perceptual difference between corresponding pixels of corresponding resulting images of LRSR
and LRMSR. If ΔE ab is below the just-noticeable difference
(JND) threshold of 2.3 [48], then there are few or no significant differences. As shown in Fig. 8, for most values of n for
LRSR there is at least one value of n for LRMSR, so that on
average LRSR results do not significantly differ from LRSRM
results. This shows that memory sprays can be used instead of
regular sprays without a significant difference in the results appearance. The relation between the regular spray n and its corresponding memory spray size is approximately linear. When
approximating regular sprays of smaller size by memory sprays
of the most appropriate size, there are some oscillations in the
lowest mean ΔE ab . However, they become insignificant as the
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Fig. 7. Examples of the SLRMSR application for different values of n and a for an image from [42]. Only a brightness adjustment has been
performed.

Fig. 8. Comparison between regular (LRSR) and memory (LRMSR) sprays: (a) the mean ΔE ab difference between results of LRSR and LRMSR
on the ColorChecker dataset images for spray sizes n, (b) the most appropriate memory spray n for a regular spray n in terms of minimum mean
ΔE ab , and (c) the minimum mean ΔE ab for a regular spray n and the most appropriate memory spray n.

regular spray size grows. The obtained experimental validation
of memory sprays is significant not only for SLRMSR but also
for other methods that rely on random sprays, e.g., RSR,
σ-RACE, and Color Sparrow [49].
B. Evaluation of Brightness Adjustment

Image quality assessment can be objectively approximated by
measuring various image properties [50,51]. To test the image
quality obtained by SLRMSR, four objective image quality
measures have been used: information content (IC) [52], local
information content (LIC) [53], structural similarity index
(SSIM) [54], and statistical naturalness (SN) [55]. IC is calculated on the grayscale version of the given image by measuring
its Shannon entropy [56]. LIC measures IC locally by calculating the mean IC in 8 × 8 equal grayscale image patches [53].
SSIM is an improved version of the universal image quality index [57] for measuring the similarity between images. It is a
number from interval [0, 1] with higher being better. SN is
a part of the tone mapped image quality index (TMQI)

[55], an image quality measure for tone mapped images, which
consists of SN and structural similarity. Since the calculation of
SN was trained on natural 8-bit images, it can be freely used
alone. Recently, another naturalness measure was proposed in
[11]. However, unlike SN it does not lie on firm foundations
and it is biased to globally performing methods. All four of
these mentioned image quality measures were combined as
U  SSIM · SN ·

pﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
IC · LIC:

(18)

The multiplication operator was used to mimic the behavior
of
the
AND operator. For IC and LIC their geometric mean
pﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
IC · LIC was used in order not to give the information content an unfair advantage over other parts ofpUﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
by having two
factors. However, using IC · LIC instead of IC · LIC did not
affect the ranking of methods in later tests. The optimization of
U can be seen as an effort to get as much information and
naturalness as possible by losing as little similarity as possible
and vice versa.
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Table 1. Mean and Median of U for Several Methods on
the ColorChecker Dataset (Higher Is Better)
Method
Do nothing
ACE
CLAHE
FMCR
σ-RACE
NPEA
LRSR
SLRMSR with average filtering
SLRMSR with GIF

Mean U

Median U

1.1841
3.3909
2.4821
1.6824
2.558
3.0654
3.0941
3.2433
3.3389

0.6313
3.5113
2.2275
1.031
2.2751
3.2134
3.1629
3.2638
3.403

SLRMSR was tested by calculating mean and median U for
processed images of the ColorChecker dataset. ColorChecker
was chosen because many of its images have unadjusted brightness and different nonuniform illumination. The test consisted
of performing a grid search and a threefold cross-validation with
the folds provided by the dataset author. In each crossvalidation iteration grid search was used to determine which
values of n and a obtain optimal mean and median U on
the two training folds. These values were then used to process
the images in the third testing fold. The overall mean U was
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calculated by combining the values of U obtained on all testing folds.
Other methods were also tested on the ColorChecker dataset and their parameters were also determined by means of grid
search and cross-validation. The tested methods were automatic color equalization (ACE) [34–36], contrast-limited adaptive histogram equalization (CLAHE) [7,8], the naturalness
preserved enhancement algorithm (NPEA) [11], Frankle–
McCann Retinex (FMCR) [26], σ-RACE [37], and light random sprays Retinex (LRSR) [38]. For CLAHE its OpenCV
implementation was used and for other methods the code provided by their authors was used. Table 1 shows the mean and
median of U obtained by several methods on the images of the
ColorChecker dataset. It can be seen that the proposed
SLRMSR is slightly outperformed only by ACE and that it outperforms all other methods. Using SLRMSR with GIF gives
better results than using it with average filtering. During the
cross-validation of SLRMSR with GIF in most cases the optimal parameter values were n  4 and a  0.55. Some example
images for all tested methods are shown in Fig. 9. For SLRMSR
results the value of the combined image quality index U remains almost the same regardless whether color correction is
used or not. As shown in Fig. 10, the final image quality

Fig. 9. Application of different methods for some images from [42] with parameters obtained during the cross-validation. First row: ACE. Second
row: CLAHE. Third row: FMCR. Fourth row: σ-RACE. Fifth row: NPEA. Sixth row: LRSR. Seventh row: SLRMSR.
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Fig. 10. (a) Mean and (b) median U obtained by applying
SLRMSR with GIF to all images of the ColorChecker dataset for given
fixed combinations of n and a.

represented by U significantly depends on the choice of values
for parameters n and a.
C. Evaluation of Color Correction

Evaluation of local methods for color correction is an open
problem. In contrast, global color correction methods are easier
for evaluation because such methods produce a single illumination estimation vector that is easily verified. Datasets for
global methods are easy to create because the ground-truth
illumination in images can be measured by placing various calibration objects into scenes. Therefore, global color constancy
methods have a firmly established evaluation framework with
well known and widely used datasets [58–61]. In the case of
local color correction methods, illumination estimation vectors
of each pixel would have to be evaluated. However, no such
real-world datasets are available to the best of our knowledge.
To perform evaluation of color correction, in this paper an
experimental setup similar to the one in [35] was used where a
photometric ray tracer program generated a set of six synthetic
images based on a given 3D room model. Each of the six images
contained the same scene lit by another illuminant. The scene
lit by the D65 illuminant, i.e., by daylight, was considered as
the ground-truth. The accuracy of a color correction method
Table 2. Mean Difference between the Color Corrected
by Various Methods and the Desired Color (Lower Is
Better)
Method
Do nothing
ACE
FMCR
σ-RACE
LRSR
SLRMSR with average filtering
SLRMSR with GIF

Mean ΔE ab
35.76
21.25
38.60
27.59
29.10
19.53
19.45
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was measured by applying it to each of these six images and
then calculating the difference between the resulting and the
ground-truth image. A lower mean difference meant a
better score.
Instead of artificially generated images, in this paper the
YACCDB dataset [62] was used. It contains images of six different objects taken under seven different illuminants in front
of two different backgrounds and for two different shading conditions resulting in altogether 168 images. For each image its
ground-truth image was considered to be the one with the same
object and background and lit by the D65 illuminant. The rest
of the experimental setup was the same as in [35] with the
difference measure being ΔE ab . The tested methods were
the proposed one, ACE, FMCR, σ-RACE, and LRSR since
they also perform color correction. All of these methods were
used with the parameters obtained during the cross-validation
in the previous experiment. Results of color correction evaluation in Table 2 show that SLRMSR gave a better color correction than other methods. Figure 11 shows an example of
color correction obtained by the tested methods for an image
from the YACCDB dataset.
D. Computational Speed

The computational speed test was performed on a computer
with Intel(R) Core(TM) i5-2500K CPU with only one core
used. All tested methods were used with parameter values obtained during the image quality tests. Table 3 shows the results
of the computational speed test. SLRMSR is shown to be faster
than all other tested methods except for HE and CLAHE;
however, both methods produce images of inferior quality in
comparison to SLRMSR. Depending on whether GIF is used
or not, SLRMSR is 5 to 10 times faster than ACE, which is the
only method that was in Table 1 shown to give results of higher
quality than SLRMSR in terms of combined image quality

Table 3. Combined Computational Time for First 100
Images of the ColorChecker Dataset (Lower Is Better)
Method
ACE
CLAHE
FMCR
σ-RACE
NPEA
LRSR
SLRMSR with average filtering
SLRMSR with GIF

Times (s)
237.11
6.88
218.78
1979.94
2025.32
39.27
20.85
39.67

Fig. 11. Color correction of an image from the YACCDB dataset [62]: (a) the image lit by the Concentra Green R80 light, (b) the ground-truth
version lit by the Neon Natural Daylight 6500°K light, (c) ACE result, (d) FMCR result, (e) σ-RACE result, (f ) LRSR result, and (g) result of
SLRMSR with GIF.
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measure U . The C++ source code for SLRMSR used here in
tests is available at [63].
E. Frequency Analysis

By performing brightness adjustment SLRMSR tends to
increase the visibility of details, especially the ones in darker
parts of an image. Therefore, it may be expected to detect this
in the frequency domain as well. Figure 12 shows the results of
a simple frequency analysis of SLRMSR results for 482
ColorChecker images. Similar results can be obtained for other
parameter values as well and they are therefore not shown. It
can be seen that SLRMSR increased the magnitude of almost
all frequencies and that the increase was higher as frequencies
grew higher. This could be interpreted as SLRMSR’s tendency
to improve the visibility of fine details and to adjust the darker
image parts. Even though the increase is shown to be highest for
highest frequencies, that particular increase has a small influence since such frequencies contribute only weakly to most
natural images.

Fig. 12. Mean ratio between the logarithm of shifted frequency
magnitude of the SLRMSR results for 482 images from the
ColorChecker dataset with previously used parameters and the logarithm of shifted frequency magnitude of the original images.
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F. Locality of SLRMSR

As mentioned in [37], most perceptual-inspired color correction methods fail for images with wide uniform areas. Such
areas are good for testing the locality of a method. Because
of this reason SLRMSR was tested on an image containing
a white square with a dark background and on a simultaneous
contrast configuration. The results given in Fig. 13 clearly show
the strength of influence of the spray size on the size of locality
behavior. SLRMSR tends to be less stable for the challenging
white square case than it is for the simultaneous contrast configuration. It should be mentioned that if all channels of the
white square background were instead of 16 set to 127, as done
in [37], SLRMSR would perform as well as for the shown
simultaneous contrast configuration.
5. CONCLUSIONS
A new Retinex-based image enhancement method based on the
light random sprays Retinex method has been proposed. It can
be used as a color correction method, a brightness adjustment
method, or both. Even though it acts locally, it performs a constant number of operations per pixel, which means that its computational speed is virtually independent of used parameter
values. This makes the proposed method a good candidate
for real-time applications and it proves that Retinex theory
can successfully be applied to obtain high-quality images at
a relatively low computational cost. The key element for the
constant number of operations per pixel are the memory sprays,
which is a newly proposed approach to gathering information
on the pixel local area. These sprays were shown to be able to
successfully replace the old regular sprays first introduced in
RSR. Because of that there is a possible benefit for many derivations of RSR, including the well-known σ-RACE method,
whose complexity can be significantly reduced by applying
memory sprays. For the high image quality the key parts are
the proposed intensity remapping and the introduction of

Fig. 13. Locality behavior of SLRMSR for different spray sizes n and a  0.5. First row: a white square with dark background (all channels set to
16). Second row: a simultaneous contrast configuration.
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guided image filtering. The proposed method was shown to
outperform all but one of the tested methods in terms of
objective image quality and computational speed. In terms
of color correction the proposed method outperformed all
tested methods. Computationally, the most demanding part
is filtering, especially if guided image filtering is used instead
of simple average filtering. In the future, some other improvements aimed at reducing the filtering computational time and
further reducing the halo effect should be researched.
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